Could we create a semantic web data model for subject cataloging?
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HOW I GOT STARTED DOING RESEARCH

I have been doing research ever since my library school days back in 1978-1980.  I did a lot of research into the theory and practice of cataloging during the course of getting my MLIS degree.  Then, I spent ten years getting a Ph.D., which required familiarizing myself with the quantitative research in our field and then designing my own.  My dissertation was based on research I did at the UCLA Film & Television Archive, where I was working (and still work).  A working cataloger is ideally placed to carry out research in a real world setting.  However, it is sometimes difficult to resist doing research on a question of purely local interest.  Your research will help more people if it has a research question that is of interest beyond your institution.

THE VISION
I confess I am a bit bewitched by the midsummer night's dream of the semantic web, by the idea that we might be able to replace the existing HTML-based web consisting of marked-up documents or "pages," with a new RDF-based web consisting of data encoded as classes, class properties, and class relationships (semantic linkage), allowing the web to become a huge shared database.  Some call this Web 3.0 with hyperdata replacing hypertext.  For one thing, embracing the semantic web might allow us to "better integrate our content and services with the wider Internet," to quote Eric Lease Morgan, who voices a desire for greater data interoperability that seems to be widespread in our field.  For another thing, it might free our data from the proprietary prisons in which it is currently held, and allow us to cooperate in developing open source software to index and display the data in much better ways than we have managed to achieve so far in vendor-developed ILS OPACs or in giant bureaucratic bibliographic empires such as Worldcat.  
It also holds the promise of allowing us to make our work more efficient.  In this bewitching vision, we would share in the creation of URIs (Uniform Resource Identifiers) for particular subject entities, or disciplinary approach/perspective entities, or genre/form entities, etc.  At the URI would be found all of the data about that entity, including the preferred name and the variant names.  If any of that data needed to be changed, it would be changed only once, and the change would be immediately accessible to all users, libraries and library staff.  Each subject would need to be described only once at one URI.  Each discipline/perspective would need to be described only once at one URI.  And so forth.

THE EXPERIMENT
  Because of the bewitchment described above, I have been conducting an experiment.  As part of my experiment, I designed an RDF model that incorporates both descriptive and subject cataloging.  If you go to my web site, you will be able to explore my RDF model in much greater detail than I will be able to provide today:

http://myee.bol.ucla.edu

Today I want to focus on the subject part of my model.  This is definitely a work in progress, in many ways just a sketch that would require considerable amounts of work to turn it into a working system.  I'm presenting them to you just to see if anyone else agrees with me that this might be a fruitful path to follow, but first some definitions. 
DEFINITION OF TERMS
Semantic web: a way to represent knowledge; a knowledge representation language that provides ways of expressing meaning that are amenable to computation; a means of constructing maps of domains of knowledge consisting of class and property axioms with a formal semantics.  
RDF, or Resource Description Framework, is a family of specifications for methods of modeling information that underpins the semantic web through a variety of syntax formats; an RDF metadata model is based on making statements about resources in the form of triples that consist of: 
a) 
the subject of the triple (e.g., “New York”), 

b) 
the predicate of the triple that links the subject and the object (e.g.,  “has the postal abbreviation”), and 

c)
the object of the triple (e.g.,  “NY”).  
XML is commonly used to express RDF, but it is not a necessity; it can also be expressed in Notation 3 or N3, for example.  
RDFS is an extensible knowledge representation language, providing basic elements for the description of ontologies, AKA RDF vocabularies.  Using RDFS, statements are made about resources in the form of: 
a) 
a class (or entity) as subject of the RDF triple (e.g., “New York”), 

b) 
a relationship (or semantic linkage) as predicate of the RDF triple that links the subject and the object (e.g., “has the postal abbreviation”), and 

c)
a property (or attribute) as object of the RDF triple (e.g., “NY”).  
 OWL is an acronym for Web Ontology Language, a family of knowledge representation languages for authoring ontologies compatible with RDF.  SKOS stands for Simple Knowledge Organisation Systems and is a family of formal languages built upon RDF and designed for representation of thesauri, classification schemes, taxonomies or subject-heading systems.
Actually, the full-blown semantic web may not be exactly what we need.  We do not need to represent all of human knowledge.  We simply (simply?) need to describe and index resources to facilitate their retrieval.  We need to encode facts about the resources and what the resources discuss (i.e., are "about"), not facts about "reality."  Based on our past experience, doing even that is not so simple as people think it is before they try it for themselves.  The question is whether we could do what we need to do within the context of the semantic web.  Sometimes things that sound simple do not turn out to be so simple in the doing...

By the way, those of you who have been through the form/genre wars might be interested in the controversy raging in the semantic web world about how to distinguish among the URIs representing the name for a concept, the concept itself, a web location, and a document instance.  For example, would a link to the Wikipedia article on cats be able to stand in for the name for the concept cats or the cats themselves, or should it be seen as only a web location, or only a document instance, with a new URI being needed for the name for the concept cats, and yet another for the cats themselves?  One article refers to this as the "web's identity crisis."  Sound familiar?
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Other relevant projects include:  1) those at the Library of Congress, detailed in Response to On the Record: Report of the Library of Congress Working Group on the Future of Bibliographic Control, such as Library of Congress Subject Headings (LCSH) in SKOS (p. 24, 39, 40), the LC Name Authority File in SKOS (p. 39), the LCCN Permalink project to create persistent URLs for bibliographic records (p. 41), and initiatives to provide SKOS representations for vocabularies and data elements used in MARC, PREMIS and METS.  2) The DC-RDA project to put RDA data elements into RDF.  3) The work on an RDF schema for Dublin Core.

THE CURRENT APPROACH TO LINKING TWO DIFFERENT CONCEPTS OR OBJECTS IN A SUBJECT RELATIONSHIP
Currently we create both compound headings and heading subdivision combinations in order to convey to users the relationship between two concepts and/or objects that are discussed in a work being cataloged.  Examples of compound headings are:

Comic books and children

African Americans on television
Examples of heading subdivision combinations are:

Birds--Effect of pesticides on

Women--Employment
Some research indicates that catalog users may sometimes find some of these methods of linking two different concepts or objects ambiguous or confusing.  RDF or something similar might offer the opportunity to make the relationship between two different concepts or objects being discussed in a particular work more explicit.

RESEARCH QUESTIONS

My subject related research questions are as follows:

1. Is it possible to fit our subject cataloging, genre/form, and classification system data into RDF/RDFS/OWL/SKOS?

2. If it is, is it possible to use that data to design indexes and displays that meet the objectives of the catalog (providing an efficient instrument to allow a user to find all of the works in a given genre or form, or all of the works on a particular subject)?

3. Would it be possible to create and control a list of types of relationships between concepts and objects that currently make up main heading-subdivision combinations in LCSH?  For example, would it be possible to encode as properties/attributes of a given concept or object something like 'type of heading' which might be able to be used to determine which other types of concepts or objects could be "legally" related to that concept or object.  Just starting with the list of free-floating subdivisions in LCSH, here is a little fragment of what the list of types of headings (properties for subject entities) could look like:

Ability, Types of (free-floating scope note, Ability testing, H1095, p. 4)

Activities, Types of (free-floating scope note, Equipment and supplies, H1095, p. 22)

Animals, Individuals (pattern heading, H1147)

Animals, Groups of (pattern heading, H1147)

Animals, Types of (free-floating scope note, Equipment and supplies, H1095, p. 22)

Archaeological sites, Individual (free-floating scope note, Catalogs, H1095, p. 12)

Architecture, Types of (free-floating scope note, Conservation and restoration, H1095, p. 16)

Architectural headings (free-floating scope note, Designs and plans, H1095, p. 19)

Archives, Types of (free-floating scope note, Access control, H1095, p. 5)

Art (pattern heading, H1148)

Art, National or ethnic, Headings for (free-floating scope note, Technique, H1095, p. 56)

Art forms, Headings for (free-floating scope note, Expertising, H1095, p. 23)

Art forms, Individual (free-floating scope note, Themes, motives, H1095, p. 58)

Art objects, Types of (free-floating scope note, Conservation and restoration, H1095, p. 16)

Articles, Types of (free-floating scope note, Patents, H1095, p. 40)

Artificial satellites, Individual (free-floating scope note, Orbit, H1095, p. 39)

Artists, Individual (free-floating scope note, Catalogs, H1095, p. 12)

Authors, Groups of (free-floating scope note, Manuscripts, H1095, p. 34)

Authors, Literary, Individual (free-floating scope note, Manuscripts--Facsimiles, H1095, p. 34)

Authors, Literary, Groups of (free-floating scope note, Philosophy, H1095, p. 41)

4. Would it be possible to create and control a list of types of relationships between concepts and objects that currently make up compound headings, such as Children and art and Women in television broadcasting?  Perhaps these types of relationships could be made more granular, e.g.
Subject to subject relationship--Activity of entity relationship

Examples:

Child artists
Subject to subject relationship--Audience for activity

Examples:

Art therapy for children

Subject to subject relationship--Created by

Examples:

Films by children

Subject to subject relationship--Depiction of

Examples: 

Children in art

Subject to subject relationship--Effect on

Example:

Television and children

Subject to subject relationship--Material made of

Example:

Brick chimneys
Subject to subject relationship--Participation in 

Example:

Women in television broadcasting

Subject to subject relationship--Regulation of

Example:

Railroads and state
5. Would it be possible to use the same type of relationship properties to link objects/concepts to place or period more explicitly or in a more granular way than heretofore?  For example, a geographic subdivision may refer to the place of origin of an object, person, corporate body, etc., the place in which an event or activity occurred, the place in which an object, person, corporate body, etc. is now found, and so forth.  Current use of geographic subdivisions can be ambiguous as to which of the above meanings is intended.
6. Would it be possible to use RDF to encode broader and narrower hierarchical relationships such as those found in both subject heading lists and classification schemes?
THE RDF MODEL SO FAR--THE SCHEMA
Some more definitions:

Domain (RDFS):  A global restriction on a property, used to infer a subject's membership in a class or classes.
Range (RDFS):  A global restriction on a property, used to infer an object's membership in a class or classes.
Subclass (OWL):  Used to create a hierarchy below the class level; all things in a subclass are also in its class.
Subproperty (OWL): Used to create a hierarchy below the property level; use of one subproperty implies the use of the property of which it is the subproperty.
Disjoint with (OWL):  Used to assert that one or more classes are siblings sharing the same parent class with no overlap among siblings.  An instance that is a member of one sibling class cannot also be the member of the other sibling class(es).
Class: Work

	URI:
	http://myee.bol.ucla.edu/ycrschema#Work

	Label:
	work

	Disjoint with:
	ycrschema#Expression, ycrschema#Title-Manifestation, ycrschema#SerialTitle, ycrschema#Manifestation and ycrschema# Item

	Subclass of:
	rdf-schema#Resource


Class: Concept

	URI:
	http://myee.bol.ucla.edu/ycrschema#Concept

	Label:
	concept

	Subclass of:
	rdf-schema#Resource

	Disjoint with
	ycrschema:Object, ycrschema:Placeassubj and ycrschema:Eventassubj


Class: Object

	URI:
	http://myee.bol.ucla.edu/ycrschema#Object

	Label:
	object

	Subclass of:
	rdf-schema#Resource

	Disjoint with
	ycrschema:Eventassubj, ycrschema#Placeassubj and ycrschema:Concept


...

Property: Resource to Work Subject Relationships

	URI:
	http://myee.bol.ucla.edu/ycrschema#resworksubjrel

	Label:
	resource to work subject relationships

	Domain:
	rdf-schema#Resource

	Range:
	rdf-schema#Resource


Notes:  Resource given for domain and range because all subject properties could apply to any of the following classes: work, expression, person, corporate body, concept, object, historical period as subject, place as geographic area, genre/form

Property: Resource to Work Subject Relationship--About (Nonfiction)

	URI:
	http://myee.bol.ucla.edu/ycrschema#resworksubjabout

	Label:
	resource to work subject relationship--about (nonfiction)

	Domain:
	rdf-schema#Resource

	Range:
	rdf-schema#Resource

	Subproperty of:
	ycrschema:resworksubjrel


...
Property: Subject to Subject Relationship--Effect on

	URI:
	http://myee.bol.ucla.edu/ycrschema#subjsubjeffect

	Label:
	subject to subject relationship--effect on

	Domain:
	rdf-schema#Resource

	Subproperty of:
	ycrschema:subjsubjrel


THE RDF MODEL SO FAR--AN EXAMPLE (INSTANCE)
<ycr:resworksubjabout rdf:resource="http://id.loc.gov/authorities/sh85048726#concept" />

<ycr:resworksubjabout>

<ycr:langidconc>Fishes
</ycr:langidconc>

<ycr:keyidconc>sh85048726
</ycr:keyidconc>

</ycr:resworksubjabout>

<ycr:subjsubjeffect rdf:resource="http://id.loc.gov/authorities/sh00002520#concept" />

<ycr:subjsubjeffect>Effect of pesticides on
<ycr:keyidconc>sh00002520
</ycr:keyidconc>

</ycr:subjsubjeffect>

THE GOAL: EFFICIENT DISPLAYS AND INDEXES
My main concern is that we model and then structure the data in a way that allows us to build the complex displays that are necessary to make catalogs appear to users to be simple to use.  I am perfectly aware that the current orthodoxy is that recording data should be kept completely separate from indexing and display ("the applications layer").  Because I have spent my career in a field in which catalog records are indexed and displayed badly by systems people who don't seem to understand the data contained in them, I am a skeptic.  It is definitely possible to model and structure data in such a way that desired displays and indexes are impossible to construct.  I have seen it happen!
LC WG report, p. 30, "It will be recognized that human users and their needs for display and discovery do not represent the only use of bibliographic metadata; instead, to an increasing degree, machine applications are their primary users."  My fear is that the underlying assumption here is that users need to (and can) retrieve the single perfect record.  Read my lips:  This will NEVER be true for bibliographic metadata.  Users will always need to assemble all relevant records (of all kinds) as precisely as possible and then browse through them before making a decision about which resources to obtain.  In the semantic web, perhaps "records" in the last sentence should be conceived of as entity or class URI's.
Some of the problems that have arisen in the past in trying to index bibliographic metadata for humans are connected to the fact that existing systems do not group all of the data related to a particular entity effectively such that a user can use any variant name or any combination of variant names for an entity and do a successful search.  The preferred forms and the variant forms for a given entity need to be bounded for indexing such that the keywords the user employs to search for that entity can be matched using co-occurrence rules looking for matches within a single bounded space representing the entity desired.  For example, a search on blimps (which is a see reference to Airships) and Ceylon (which is a see reference to Sri Lanka) should succeed.
We need to make sure that we design and structure the data such that the following display is possible:
display all works on this subject (or in this genre/form, or written in this discipline/perspective) in alphabetical order by principal author and title (with principal author and title appearing at top of each work displayed), or title if there is no principal author (with title appearing at top of each work displayed).
POTENTIAL PROBLEMS WITH RDF
1. Transitivity or inheritance.  We have huge problems now with the data models that underlie our current ILS's because of the inability to deal with hierarchical inheritance, such that whatever is true of an entity in the hierarchy is also true of every entity below that entity in the hierarchy.  One example is that of cross references to a main heading that should be held to apply to all uses of that heading with subdivisions, but never are in existing ILS systems.  There is a cross reference from Blimps to Airships, but not from Blimps--Drama to Airships--Drama.  For that reason, a search in any OPAC subject index for Blimps in which the main heading is not in use will fail, even if the library or archive has material on blimps under the heading Airships with various subdivisions.  We need systems that recognize that data about a main subject heading is relevant to all subdivisions of that main subject heading.  RDF allows you to link a subject heading to a subject heading subdivision, but I don't believe it allows you to encode the information that some things that are true of the subject heading are true of its subdivisions.  RDF allows you to link a class number to the next class number down in a hierarchy, but I don't believe it allows you to encode the information that whatever is true of the class number is true of the class numbers beneath it in the hierarchy.  Rob Styles seems to confirm this in his March 25, 2008 email: "RDF doesn't have hierarchy. In computer science terms, it's a graph, not a tree, which means you can connect anything to anything else in any direction."

Of course, not all links should be this kind of transitive or inheritance type of link.  One sibling class number is linked to another sibling class number by means of the links to the parent class number, but whatever is true of one of those siblings is not necessarily true of the other.

It should be recognized that bibliographic data is rife with hierarchy.  It is one of our major tools for expressing meaning to our users.  Corporate bodies have corporate subdivisions and many things that are true for the parent body are true for its subdivisions.  Subjects are expressed using main headings and subject subdivisions, and many things that are true for the main heading (such as variant names) are also true for the heading combined with one of its subdivisions.  Geographic areas are contained within larger geographic areas and many things that are true of the larger geographic area are also true for smaller regions, counties, cities, etc., contained within that larger geographic area.  For all these reasons, I believe that to do effective displays and indexes for our bibliographic data, it is critical that we be able to distinguish between a hierarchical relationship and a non-hierarchical relationship.

2. In order to recognize the fact that the subject of a book or a film could be a work, a person, a concept, an object, an event, or a place, all classes in the model, it was necessary to define subject itself as a property (a relationship) rather than a class in its own right.  All subject properties are defined as having a domain of resource, meaning there is no constraint as to the class to which these subject properties apply.  I'm not sure if there will be any fall-out from that modelling decision?

3. Sometimes a place is a jurisdiction and behaves like a corporate body (e.g. United States as the name of the government of the United States).  Sometimes place is a physical location in which something is located (e.g. the birds discussed in a book about the birds of the United States).  In order to distinguish between the corporate behavior of a jurisdiction and the subject behavior of a geographical location, I have defined two different classes for place, Place as Jurisdictional Corporate Body and Place as Geographic Area.  Will this cause problems in the model?  Will there be times when it prevents us from making elegant generalizations in the model about place per se?  There is a similar problem with events.  Some events are corporate bodies (e.g. conferences that publish papers) and some are a kind of subject (e.g. an earthquake).  I have defined two different classes for event, Conference or Other Event as Corporate Body Creator and Event as Subject.
4. If subject itself is a property, a relationship between two subjects becomes a property of a property.  Technically this is possible in RDF but it becomes very complex.  

5. I have defined genre/form as a class, but RDA defines it as a property of the work entity (class).  Which approach is best?

Our need for hierarchy and our need for properties of properties may in the end dictate that RDF is not yet sophisticated enough to efficiently encode our data and then use it for efficient displays and efficient indexes.  My goal in doing this work is to find out whether or not that is the case, and if it is, to try to imagine how a more sophisticated system could be devised that would support hierarchy and complex relationships and still allow our data to live on the web outside of database software.

ASSUMPTIONS

Assumption 1:   What we need is not artificial intelligence, but a better human-machine partnership such that humans can do all of the intellectual labor and machines can do all of the repetitive clerical labor.  Currently catalogers spend entirely too much time on the latter due to the poor design of current systems for inputting data.  The universal employment provided by allowing humans to do the intellectual labor of building the semantic web might be just the stimulus our economy needs.

Assumption 2:  Those who need structured and granular data and the precise retrieval that results from it in order to carry out research and scholarship may constitute an elite minority rather than the mass of the people of the world (sadly), but that minority is a most important one for the cultural advancement of humanity, for the strengthening of the economy by means of continuous technological development, and for saving the planet from ourselves by means of developing cleaner and safer technologies.  Even better would be a world in which the mass of people enjoyed and made use of the powerful intellectual access that structured and granular data can provide.  Since we have never provided such access to humanity in the past, we cannot know what impact providing it might have on the intellectual powers of the average human.
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